5114 CIR T Vol. 53 No.1l
2025 4E 11 A ACTA ELECTRONICA SINICA Nov. 2025

£ T vGPUPERE T 0 RH BY A AU 3 171 28 B¢ IR
UL N IR

kORLINAES 2 A B, B KA A
(1. IR i B 24, ILZR PR 250101
2. FE TR (UARA BB IR TR O (E BP0 S B 55 B 2 BT E S 0=, ILRBTRE 250013;
3. INARE BT N SR 4B TS SR, INARE AR b0 GHENURRE) , INAGTRE 25010354, JEETHRHL A2, JLET 100876)

O OE: A TEHE(Artificial Intelligence, AL 3 AR fiy B i 1t 3 3h T JF IR R RN 7E 22 004k 3 55 b i MRS AL 17
H . BRI, Bt R AL PR ES (Graphics Processing Unit, GPU ) B VEBERHR TI, 78 345 iR /NBIASE K AR B 3 1 471 48 15, GPU
VRS BN B G, SEOR R B SRR . BT R AL GPU R IR SR b 3 ik R P B 25 Loz g 0
GPU(Virtual GPU,vGPU) ARSI J1 52 A, Hob vGPU SRR AR BRI 3 -5 28 4 B s e b, & o B v o0 1) 22
FL AT 5348 GPU R IR AR 55 19 W 5 . SR, GPU WR IR AL S H AR T 3kt S i 51 AT 55 Tk 2 fl i MR T3, o
HOR B R 67 3T TR LA S S PE R k. TEARE R PERE T A 0, £ 5 SO H 07 20451 1 4, L
E5| LIRSS F i AR (Service Level Objective, SLO) i 24 , 510 KA AR 55 A2 5 k55 F P R 86 . 1o i — SRk R
ARSI T —Fh 3L T vCPU M B8 T H0 B0 A A i B 67 28 9 R v A% B 92 . %0 1% i il ad KRBT e kB st
B P T I 55 AN [ S RO B R 6 R4 & AN R 300 B 10 2 4k RE SR AE B 4 s 7 BL RN I JEST T 45
G R BIRE U RRAE R S B K R S W R AR A AR P R TP BN A | REARAIE T o S s M RE T8 A O R v
T, R T I IR TR 0 SR R R L TR AT AR S — i T ST A R A B 2R U R R R L
9, Ulde/ME GPU IR 43 e &4 B AR RAL, LAHEFEIE R R SLO BIE Bk s i 2l 55 75 SROM 2 R 454, il d a3
JHEL AR R vGPU R IR A IE E 31, SEBL T 7 2 AR 67 P 2 SR A AT T GPU BRI AT OO AL . SEB 3 A 2 T4
B TS Rl L SRS (4R A 7 2K PR 4 | I 7E NVIDIA A100 1 RTX6000 i1 & 5 HAMi vGPU F & I, 5155
GPU it & W AT 7 X FLISE . Segb 85 R W, B3 05 1 10 P b 0l 2 SLO 20 s BRI 1, A 8 0 8 ml [ it
20% HJ GPU W IR BLAS TF4Y , B6IE T HAr KA e B g5 T WA skt 5 20 vk, it b 42 7 GPU WEIRFI AR (%
RN T B IR 55 50528 AR (i 0 VR AR FR RS A B iy AR AL 7 o e R Sl gt

IR ROBIRY HEBR G v PU s HERE T R AC

HL&WmAB: FK I m A T4 (No.2024YFB2906605 ) 5 LU AR 48 HE a5 BF & 114 (No.2024CXGCO10113) 5 5545 Tll
FF (UEE BB ) B0 AR S TR F A2 H (No.2024ZDZX08)

FESES: TP391 XHERFRIRES: A XERS: 0372-2112(2025)11-3836-16
FE F 23R URL:http://www.ejournal.org.cn DOI:10.12263/DZXB.20250468

Resource-Efficient Configuration Method for Large Model Inference
Loads Based on vGPU Performance Interference Awareness

ZHANG Hu'?*’, SUN Ming-hui**, LIU Yang', DAI Hong-jun"", WANG Ji-bin*’, ZHANG You-li*’
(1. School of Integrated Circuits, Shandong University, Jinan, Shandong 250101, China;
2. Key Laboratory of Computing Power Network and Information Security, Ministry of Education, Shandong Computer Science Center (Na-
tional Supercomputer Center in Jinan), Qilu University of Technology (Shandong Academy of Sciences), Jinan, Shandong 250013, China;
3. Shandong Provincial Key Laboratory of Computing Power Internet and Service Computing, Shandong Fundamental Research Center for

Computer Science, Jinan, Shandong 250103, China; 4. Beijing University of Posts and Telecommunications, Beijing 100876, China)

Abstract: The rapid evolution of artificial intelligence (AI) has propelled the large-scale application of open-source

large language model across diverse scenarios. However, with the substantial performance boost of individual graphics pro-
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cessing unit (GPU), resources often suffer from idling when serving inference workloads for small- to medium-sized LLM,
leading to insufficient overall computing utilization. To enhance GPU efficiency in data centers, spatial-temporal sharing or
virtual GPU (vGPU) technologies are widely adopted for resource multiplexing. Notably, vGPU has emerged as the main-
stream solution for providing GPU services to multi-tenant and multi-task environments, owing to its fine-grained resource
partitioning and robust security isolation. Nevertheless, GPU resource sharing inevitably introduces performance interfer-
ence among workloads, particularly given the dynamic and bursty resource demands characteristic of LLM inference. Ne-
glecting such interference can lead to a significant surge in inference latency and trigger service level objective (SLO) viola-
tions, thereby compromising the stability and user experience of LLM services. To address this critical challenge, this paper
proposes an efficient resource provisioning method for LLM inference workloads based on vGPU performance interference
awareness. First, we construct a multi-dimensional performance characterization dataset through large-scale concurrent in-
ference experiments, covering various LLM parameter sizes, workload co-location combinations, and intensities. On this ba-
sis, a lightweight performance interference prediction model is established, incorporating model features, hardware specifi-
cations, and system monitoring metrics. This model ensures precise estimation of key performance indicators while meeting
the real-time requirements of resource decision-making. Leveraging this prediction model, we further design a constraint-op-
timization-based economic resource allocation algorithm. With the objective of minimizing GPU resource consumption and
constraints ensuring inference latency remains within SLO thresholds and throughput meets business demands, the algo-
rithm optimizes GPU resource allocation by dynamically adjusting the vGPU partition ratios for each workload. We evalu-
ate the proposed method in a mixed workload environment comprising two categories and six typical LLMs. The experi-
ments are conducted on NVIDIA A100 and RTX6000 platforms utilizing the HAMi vGPU solution, benchmarking against
traditional GPU provisioning strategies. Experimental results demonstrate that the proposed method reduces GPU resource
overhead by over 20% compared to mainstream schemes while strictly adhering to SLO constraints. These findings validate
the effectiveness and economic viability of the approach in LLM inference scenarios, providing significant technical support
for data centers to enhance GPU utilization, reduce Al service deployment costs, and facilitate the large-scale adoption of
open-source LLM.
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